
Council proposal Microsoft amendments 
Article 5 is amended as follows: 
 
‘(ba)  the placing on the market, the putting into service or the use of an AI system 
capable of generating, manipulating or reproducing realistic images, videos, audio or 
similar material of an identifiable natural person’s intimate parts, or of an identifiable 
natural person engaged in sexually explicit activities, without that person’s freely-
given, specific, informed, unambiguous and explicit consent for that generation, 
manipulation or reproduction; 
 
(bb) the placing on the market, the putting into service or the use of an AI system 
capable of generating, manipulating or reproducing child pornography or 
pornographic performance within the meaning of Article 2, points (c) and (e), of 
Directive 2011/93/EU, save where a ‘without right’ defence applies under national 
law;’ 
 

Article 5 is amended as follows: 
 
‘(ba)  the placing on the market, the putting into service or the use of an AI system capable of 
generating, manipulating or reproducing realistic images, videos, audio or similar material of an 
identifiable natural person’s intimate parts, or of an identifiable natural person engaged in 
sexually explicit activities, without that person’s freely-given, specific, informed, unambiguous 
and explicit consent for that generation, manipulation or reproduction, provided either directly 
to the provider of that AI system or as represented by the deployer of the AI system; 
 
(bb) the placing on the market, the putting into service or the use of an AI system capable of 
generating, manipulating or reproducing child pornography or pornographic performance within 
the meaning of Article 2, points (c) and (e), of Directive 2011/93/EU, save where a ‘without right’ 
defence applies under national law;’ 
 

Recital 6b: 
 
It is necessary to define clearly the scope of the prohibition, including in particular the 
extent of providers and deployers’ obligations. The prohibition should be limited to 
systems capable of generating, manipulating or reproducing NCII or CSAM. The 
concept of ‘capability’ should be defined as limited to two cases. First, it should cover 
systems intended to generate, manipulate or reproduce NCII or CSAM. Second, it 
should cover systems where such generation, manipulation or reproduction is a 
reasonably foreseeable and reproducible outcome and the system does not have 
effective technical safety measures and other safeguards to prevent, and where 
necessary correct, that outcome. The fact that such generation, manipulation or 
reproduction requires the use of specific prompts, prompt variations or repeated 
attempts does not exclude reproducibility where such outputs can be obtained 
without significant technical modifications. Effective technical measures and other 
safeguards to prevent the generation of such content could include data cleaning, 
refusal training, prompts safe design and output controls, content classification and 
filtering mechanisms, usage restrictions, abuse detection mechanisms, and notice 
and action and corrective measures. Where a system does enable the creation of 
intimate content, those technical safeguards and other measures would need to 
include a system to reliably demonstrate consent to such creation, for instance by 
user consent combined with user account authentication and controlled uploading 
of images or videos, in full compliance with Regulation (EU) 2016/679. The 
prohibition regarding NCII should be limited to realistic depictions of intimate parts or 
of sexual activity. This ‘realism’ refers to the depiction of the person’s image and their 
body in a credible real-life manner, regardless of the realism of the context of that 
depiction and of whether it fully corresponds to the actual appearance of the body 

Recital 6b: 
 
It is necessary to define clearly the scope of the prohibition, including in particular the extent of 
providers and deployers’ obligations. The prohibition should be limited to systems capable of 
generating, manipulating or reproducing NCII or CSAM. The concept of ‘capability’ should be 
defined as limited to two cases. First, it should cover systems intended to generate, manipulate 
or reproduce NCII or CSAM. Second, it should cover systems where such generation, 
manipulation or reproduction is a reasonably foreseeable and reproducible outcome and the 
system does not have effective technical safety measures and other safeguards designed to 
prevent, and where necessary correctaddress, that outcome, taking into account the available 
technical solutions and industry best practices. The fact that such generation, 
manipulation or reproduction requires the use of specific prompts, prompt variations or 
repeated attempts does not exclude reproducibility where such outputs can be obtained 
without significant technical modifications.  A provider should not be presumed non-
compliant solely by reason of a system having been circumvented through prompt injection 
or similar misuse or attack techniques, provided that such technical measures were 
consistent with the available technical solutions and industry best practices, at the 
relevant time.  Where a provider becomes aware of an identified exploit or abuse vector, it 
shall undertake reasonable and timely corrective measures to address that exploit or 
abuse vector. Effective technical measures and other safeguards to prevent the generation of 
such content could include data cleaning, refusal training, prompts safe design and output 
controls, content classification and filtering mechanisms, usage restrictions, abuse detection 
mechanisms, and notice and action and corrective measures. Where a system does enable the 
creation of intimate content, those technical safeguards and other measures would need to 
include a system to reliably demonstrate consent to such creation, for instance by which may 
include user consent combined with user account authentication and controlled uploading of 



  

Microsoft comments: 

• Consent verification requirements should reflect the reality of how AI systems are deployed across different contexts. 

o Article 5(ba) and Recital 6b as currently drafted assume that the AI system provider has a direct relationship with the end user or the depicted person. In most general-
purpose AI system deployments, that is not how the value chain works. The provider makes the system available; it is the deployer who configures it, controls the user 
interface, and manages the relationship with end-users. Placing the consent obligation on the provider in these contexts sets an expectation that the provider is not 
positioned to meet. 

o Our suggestion to add "provided either directly to the provider of that AI system or as represented by the deployer of the AI system" addresses this by allowing consent to 
be provided either directly to the provider or as represented by the deployer. This reflects how AI systems are deployed in practice and allocates consent obligations to 
the party with the relevant proximity and control to fulfill such requirements. This is consistent with how the AI Act already approaches value chain responsibilities more 
broadly. 

o For example, in enterprise contexts, individual-level consent verification will often not be feasible, as deployers regularly act on behalf of third parties or the depicted 
person may have no relationship with the organization providing the AI system. Provider-to-deployer relationships are typically managed through enterprise contracts and 
onboarding, not end-user UX-based attestations. Accordingly, a provider should be able to rely on contractual terms, onboarding requirements or other documented 
commitments by the deployer confirming that the appropriate consent of the depicted person has been obtained. This places accountability with the party that has the 
relevant knowledge. 

• Requirements to implement technical safeguards should be grounded in recognized best practice, not guaranteed outcomes 

o The current formulation risks setting an outcome-based standard that may not be achievable in practice. Technical safeguards, however well designed, cannot offer 
absolute guarantees against all forms of downstream misuse. Adversarial techniques evolve continuously, and holding providers to a standard of guaranteed prevention 
would create a degree of legal uncertainty that is difficult to reconcile with the AI Act’s risk-based and proportionate approach. 

o We recommend replacing "effective" with "taking into account the available technical solutions and industry best practices," and reframing "to prevent" as 
"designed to prevent." This anchors the obligation in recognized best practice, which is the approach taken in comparable provisions elsewhere in the AI Act. The relevant 
compliance question should be whether the provider has implemented measures that reflect current best practice with the purpose of preventing harmful outputs, rather 
than whether those measures have eliminated all possibility of misuse. 

and the intimate parts of the depicted person. Conversely, it excludes cartoonish or 
physically impossible depictions of a person’s body. 
 

images or videos, in full compliance with Regulation (EU) 2016/679. Such consent may be 
provided either directly to the provider of the AI system or as represented by the deployer 
of the AI system, who shall bear responsibility for implementing an appropriate consent 
mechanism in that context. A provider may rely on contractual terms, onboarding 
requirements or other attestations by the deployer confirming that the appropriate consent 
of the depicted person has been obtained. The prohibition regarding NCII should be limited to 
realistic depictions of intimate parts or of sexual activity. This ‘realism’ refers to the depiction of 
the person’s image and their body in a credible real-life manner, regardless of the realism of the 
context of that depiction and of whether it fully corresponds to the actual appearance of the 
body and the intimate parts of the depicted person. Conversely, it excludes cartoonish or 
physically impossible depictions of a person’s body. 
 



o We also suggest replacing "correct" with "address" in reference to the technical safety measures and safeguards applied to reasonably foreseeable outcomes. Content 
filtering mechanisms deployed by AI system providers do not "correct" AI-generated content in the sense of modifying or amending it after generation. Rather, they address 
harmful outputs through measures such as blocking the output entirely, refusing the request, or annotating the content with appropriate warnings or labels. The term 
"correct" implies a post-hoc remediation of the content itself, which does not accurately describe how these safeguards function in practice. "Address" is broader and 
more technically accurate, encompassing the full range of preventive and responsive measures that providers deploy, including blocking, filtering, flagging and annotation. 

• Circumvention of safeguards should not automatically establish non-compliance 

o We recommend replacing the current reproducibility clause in Recital 6b with an affirmative threshold provision clarifying that a provider should not be presumed non-
compliant solely because its system has been circumvented, provided its technical measures were consistent with industry standard or leading at the relevant time.  

o The reproducibility language as currently drafted risks creating an unintended presumption that a successfully circumvented system is, by that fact alone, evidence of 
inadequate safeguards. This does not reflect how adversarial techniques operate in practice. Providers offering widely deployed systems will inevitably attract sustained 
adversarial attention, and the persistence of that attention is not a reliable indicator of whether the safeguards in place were proportionate or well designed. 

o At the same time, this threshold should be paired with a clear expectation that providers monitor for and respond to identified exploits in a reasonable and timely manner. 
The combination of industry standard or leading safeguards, with an ongoing remediation obligation would provide a more practical and enforceable compliance 
framework, grounded in how security practice already operates across the technology sector 

• The list of consent verification mechanisms should be illustrative, not prescriptive 

o We recommend replacing "for instance by" with "which may include" to make clearer that the listed examples are illustrative rather than prescriptive. Consent verification 
is a contextually variable challenge, and what works for a consumer-facing application may not be practical for an enterprise deployment or API access. The recital should 
leave room for providers and deployers to develop mechanisms suited to their specific context. 


