
 

 

Key concerns with the first draft of the EU AI Act Code of Practice on the marking and labelling of AI-
generated content & upcoming EC Guidelines on Article 50 

 
Microsoft strongly supports the objectives of the AI Act and is committed to the development and deployment 
of safe, trustworthy, and innovative AI systems. We welcome the AI Office’s efforts to develop a Code of 
Practice on the marking and labelling of AI-generated content and its role in clarifying the practical application 
of Article 50.  

Article 50 deliberately allocates targeted transparency obligations across different actors in the AI value 
chain—providers and deployers of AI systems—each with distinct responsibilities. It also recognizes the 
importance of effective, interoperable approaches that reflect technical feasibility in advancing reliability and 
robustness, particularly in the context of Article 50(2). The role of the Code of Practice should therefore be to 
clarify how these distinct obligations can be implemented in a coherent, proportionate, and technically feasible 
manner, without blurring responsibilities or extending obligations beyond the scope of the Act. 

This clarifying role is particularly important in light of the Commission’s broader efforts to simplify and 
streamline the EU’s digital regulation, including through the AI Act Omnibus. Where regulation impacts actors 
across the AI value chain, simplification helps achieve legal clarity, effective compliance, and, ultimately, 
safety and trust. Clear, well-scoped, and implementable guidance enables providers and deployers to focus 
resources on meaningful risk management practices rather than navigating overlapping, ambiguous, or 
duplicative expectations. 

In its current form, however, the draft Code of Practice risks moving in the opposite direction. Rather than 
simplifying implementation of Article 50, it introduces additional layers of complexity and new expectations 
that are not grounded in the text of the AI Act. These include upstream model-level obligations, downstream 
content-lifecycle controls, and expectations relating to detection and enforcement. As drafted, it risks 
increasing legal uncertainty, fragmenting implementation across the AI value chain, and undermining the 
Commission’s simplification objectives. 

Five core concerns are detailed below, relating to the draft Code’s scope and allocation of responsibility; 
technical feasibility; standards alignment and interoperability; proportionality and impact on user experience; 
and development and implementation process and timing.  

The related recommendations are intended to help align the Code of Practice with Article 50’s legal structure 
and policy intent, support interoperable and standards-based approaches, and ensure that transparency 
obligations are implemented in a way that’s clear, proportionate, and technically feasible while preserving 
innovation and strengthening user trust. 
 
1. Scope and allocation of responsibility 

i. Remove mandatory model-level marking obligations on upstream GPAI model providers: Sub-
measure 1.1.2, and Measures 1.3, 1.4, 2.1 and 2.2, would require upstream providers of generative AI 
models to implement machine-readable, model-level marking techniques before market placement in 
order to facilitate downstream providers’ compliance with Article 50(2). Article 50(2) expressly places 
the obligation to apply machine-readable marking on providers of AI systems, not on providers of 
general-purpose AI models, which are subject instead to the distinct obligations set out in Articles 53 
and 55 and are not required to mark AI-generated content. Introducing model-level marking duties for 
upstream providers would therefore go beyond the scope and addressees of the AI Act. While model-
level marking techniques may be useful in certain contexts as an optional technical implementation 
choice, they should not be framed as a legal requirement or compliance expectation under the Code 
of Practice. Responsibility for Article 50(2) compliance should remain clearly with the provider placing 
the AI system on the market or putting it into service.  

ii. Avoid extending Article 50(2) to non-removal and downstream enforcement (Measure 1.5): We 
recommend removal of Measure 1.5, as it goes beyond the scope of Article 50(2) of the AI Act. Article 



 

 

50(2) requires AI system providers to mark AI-generated outputs at the point of placing the system on 
the market or putting it into service; it does not impose obligations to preserve, enforce, or police the 
continued presence of marks across downstream use, transformation, or third-party handling. By 
requiring retention of marks and contractual prohibitions on their removal, Measure 1.5 would 
introduce content-lifecycle control akin to digital rights management. These obligations are not 
foreseen by the Act and are particularly problematic for open-source models and systems, where such 
controls are neither technically feasible nor compatible with open-source principles. Responsibility for 
Article 50(2) compliance should remain limited to output marking by the AI system provider.  

iii. Remove expectations for pre-deployment third-party testing of technical solutions implemented 
for compliance with Article 50 (Sub-measure 1.1.3): Article 50(2) of the AI Act does not require pre-
deployment testing of marking or detection techniques prior to the placement of an AI system on the 
market. Introducing such an obligation goes beyond the scope of the AI Act and risks creating additional 
requirements not intended by the co-legislators. The Code of Practice should not extend Article 50(2) 
to impose ex-ante testing obligations that are not grounded in the Regulation’s text or intent. 

iv. Avoid obligations for Signatories to provide detection tools that go beyond the AI Act’s scope: 
Measure 2.1, as currently drafted, goes beyond the legal scope of the AI Act by implying an obligation 
on signatories to make free detection tools available for content generated or manipulated by their AI 
systems or models. Article 50 requires that certain AI-generated or manipulated content be 
detectable, but it does not require providers to develop, maintain, or publicly release detectors. For 
text content, detector-based approaches remain particularly problematic. Current state-of-the-art 
text detectors exhibit high false-positive and false-negative rates, which can lead to significant real-
world harms in sensitive contexts such as education, employment, and public discourse. Framing 
detector outputs in terms of “confidence scores” risks overstating reliability and may create a false 
sense of certainty. Moreover, requiring detectability through detectors would, in practice, incentivize 
or require widespread text watermarking at the model level, despite unresolved trade-offs with output 
quality and the absence of robust, interoperable standards. By contrast, established provenance 
approaches such as C2PA rely on disclosure of verifiable provenance information contained in a 
content credential, rather than probabilistic inference. Under this model, validation yields 
deterministic results based on the presence and integrity of provenance assertions, avoiding false 
positives or negatives. While future implementations may differentiate higher- and lower-assurance 
assertions based on signing environments, this remains an emerging area and should not be presumed 
as a baseline requirement. 

 

2. Technical feasibility and state of the art 

i. Limit multi-layered marking requirement under Article 50(2) for text, to containerized formats, 
excluding free-form text (Commitment 1): While a multi-layered approach may be appropriate 
across Article 50(2) as a whole, given the differing characteristics of covered modalities, it should not 
be interpreted as requiring every individual item of AI-generated content to be marked using multiple 
machine-readable techniques. In particular, for free-form text, secure and persistent embedding of 
machine-readable markers is not technically feasible. Text is routinely copied, reformatted, or 
transformed across tools and platforms in ways that make persistent machine-readable marking 
technically infeasible in practice. Applying multi-layered active marking expectations to free-form text 
would therefore go beyond the current state of the art and risk imposing impractical and ineffective 
compliance obligations. 

ii. Remove any requirements to implement fingerprinting (Sub-measure 1.1.3): In practice, 
fingerprinting outputs via soft hashing can result in hash collisions (i.e., false matches) and thus 
typically require human-in-the-loop review to interpret results and resolve uncertainty, limiting 
scalability. 



 

 

iii. Treat logging as an optional, supplementary safeguard (Sub-measure 1.1.3): Logging select 
information to help support checking whether an output has been generated or manipulated by 
generative AI systems should be an optional, supplementary safeguard where appropriate, 
acknowledging trade-offs that exist. For instance, retaining the volume and granularity of data required 
to enable meaningful human review of fingerprints, particularly across mixed-media content and large-
scale systems, can be operationally complex and cost-prohibitive, compared to logging for other 
marking methods. The proposed measure may also pose privacy, and confidentiality risks 
disproportionate to its benefits. For instance, direct logging of AI‑generated text or user prompts, 
especially from free-form chatbot conversations, risks exposing personal data, trade secrets, and 
confidential communications. Many users rely on AI developer tools for confidential work on 
codebases; storing logs for external reference would also intrude on user privacy without clear legal 
basis and offer limited public benefit. Amidst regulatory simplification and alignment efforts, these 
obligations would be difficult to reconcile with GDPR principles of data minimization and purpose 
limitation, particularly where logging is undertaken for speculative downstream detection rather than 
service provision. 

iv. Clarify that multimodal marking is optional, and not a baseline compliance expectation under 
Article 50 (Sub-measure 1.2.2): Treating multimodal marking as a baseline compliance expectation 
would introduce significant technical complexity, as marking video, audio, and text involves distinct 
techniques with different constraints and failure modes. Because Article 50 does not require 
multimodal marking, the Code should not presume it as mandatory or default, nor link it to testing or 
detection obligations that are similarly absent from the legal text and difficult to operationalize 
consistently. Instead, the Code should frame multimodal marking as an optional technical choice, with 
flexibility for providers to apply modality-appropriate solutions based on feasibility and risk. 

v. Revise Measure 4.2 to adopt a principles-based, outcome-focused disclosure standard aligned 
with Article 50(4): We recommend revising Measure 4.2 to move away from prescriptive, modality-
by-modality disclosure requirements and toward a flexible, proportionate, and principles-based 
minimum bar that is aligned with Article 50(4) and grounded in technical and product realities. The 
Code should focus on the outcome that users are clearly informed that content is AI-generated or 
manipulated, rather than mandating specific, repeated, or intrusive labelling techniques for each 
modality, such as recurring audio statements or persistent visual overlays. Modality-specific 
expectations for visible disclosures go beyond the AI Act, are difficult to implement consistently across 
diverse systems, and risk degrading user experience without clear additional benefit. We therefore 
recommend that Measure 4.2 establish: 

• Implementation flexibility allowing providers and deployers to choose among feasible 
technical approaches, for example static text or icon-based labels, UI-adjacent disclosures, 
or start or end of content audio disclosures, rather than prescribing a single technical solution 
or pattern across all types of content for each modality. 

• A clear baseline obligation that disclosure is provided at or before first exposure to the content, 
in a manner that is clear and distinguishable to users. 

• A proportionality principle under which the form, persistence, and intrusiveness of the 
disclosure are calibrated to context and risk, including the nature of the content and the 
modality. 

3. Standards alignment and interoperability 

i. Distinguish secure (cryptographically protected) from insecure (unsigned) metadata (Sub-
measure 1.1.1): Open standards exist for both secure and insecure metadata, but they provide 
materially different levels of robustness. Insecure metadata can be easily manipulated and offers 
limited evidentiary value, whereas secure metadata can support stronger integrity and verification 
claims. Reflecting this distinction in the drafting would avoid treating all metadata approaches as 
equivalent and ensure proportionate expectations by modality and use case. 



 

 

ii. Limit metadata requirements to AI-performed operations (Sub-measure 1.1.1): We support 
metadata embedding that reliably indicates whether content was generated or edited by an AI system, 
and that such information is digitally signed to ensure integrity and trust. However, we question the 
inclusion of “prompting” as an operation performed by the AI system. Prompting is an action taken by 
the user, not by the system itself, and its inclusion would be inconsistent with existing content 
provenance standards such as C2PA, which focus on system-performed actions and defined content 
and action types aligned with IPTC labels. Moreover, disclosure of prompts raises additional concerns, 
including potential exposure of user intellectual property and sensitive information, and is not standard 
practice for public-facing provenance manifests, as distinct from internal logging. We therefore 
recommend limiting required metadata to AI-performed operations only and aligning labelling 
requirements with the established, interoperable subset of action and content types defined in 
prevailing provenance standards. 

4. Proportionality and impact on user experience 

i. Exempt video games from Article 50(4) disclosure requirements due to their inherently fictional 
nature of content (Measure 4.3): The AI Act and the draft Code acknowledge that transparency 
requirements should be applied proportionately so as not to "hamper the display, enjoyment, or 
creative quality" of a work. It suggests that for creative, fictional, or satirical content, disclosures like 
the common AI icon should be implemented in a "non-intrusive" manner. When it comes to gaming, 
this "proportionate" approach is insufficient for the unique nature of the industry. Gaming should be 
granted full exemption from Article 50(4)’s disclosure requirements. Games are inherently fictional 
environments where players expect and encounter synthetic elements, from non-player characters 
(NPCs) to procedurally generated landscapes; constant AI labeling would be redundant and would 
severely disrupt the immersive player experience. Furthermore, repetitive notifications in this context 
would hamper enjoyment without providing any meaningful transparency, as the "fictional" nature of 
the work is already established by the medium itself.  

5. Process, implementation timing, and legal certainty 

i. Provide visibility into forthcoming Article 50 Guidelines alongside the Code’s development: 
Clarification is needed regarding scope (e.g. distinction between “text content” and software code) 
and targeted exemptions from Articles 50(2) (e.g., marking of short form text; real-time audio etc.) and 
from Article 50(4) (e.g., gaming and creative content) that are not reflected in the first draft of the Code. 
Given the limited remaining iteration of the draft Code and the AI Office’s expressed intention to clarify 
these issues through Article 50 Guidelines, stakeholders should have visibility into a draft of the 
Guidelines in parallel, so that feedback on the Code of Practice can be provided in light of the full and 
intended regulatory framework. 

ii. Provide transitional periods for requirements on disclosure of AI-generated content: We welcome 
the Commission’s intention to allow more time for providers of generative AI systems subject to the 
marking obligations laid down in Article 50(2) of the AI Act to adapt their practices within a reasonable 
time without disrupting the market. However, the ongoing Code of Practice process to clarify the 
implementation of these requirements will not be finalized before June 2026. Because the six-month 
‘grace period’ for this requirement as proposed only applies to AI systems placed on the market before 
2 August, this would mean that AI systems placed on the market after that date will need to have 
operationalized compliance on the basis of the Code almost immediately, creating significant legal 
uncertainty. We recommend extending the grace period to 12 months and also applying it to AI systems 
placed on the EU market between 2 August 2026 and 2 August 2027. Similarly, the delayed application 
timeline proposed for Article 50(2) should also apply to the remainder of Article 50 – particularly Article 
50(4) and (5) – to ensure regulatory coherence and feasible implementation. As the forthcoming Code 
of Practice will also define transparency and provenance expectations for deployers of generative AI 
systems set out in Article 50(4), the complete absence of a grace period for deployers creates the 
same implementation challenge that motivated the proposed delay for Article 50(2). 


